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Abstract

In this paper, we present the partition-and-resolve strat-
egy in SGPlan (hereafter called SGPLan5) for fully sup-
porting all language features in PDDL3.0. Based on the
architecture of SGPlan that supported PDDL2.2 (here-
after called SGPLan4), SGPLan5 partitions a large plan-
ning problem into subproblems, each with its own sub-
goal, and resolves those inconsistent solutions using our
extended saddle-point condition. Subgoal partitioning
is effective for solving large planning problems because
each partitioned subproblem involves a substantially
smaller search space than that of the original problem.
In SGPLan5, we generalize subgoal partitioning so that
the goal state of a subproblem is no longer one goal fact
as in SGPLan4, but can be any fact with loosely coupled
constraints with other subproblems. We have further de-
veloped methods for representing a planning problem in
a multi-valued form and for carrying out partitioning in
the transformed space. The multi-valued representation
leads to more efficient heuristics for resolving trajectory
and temporal constraints and goal preferences.

INTRODUCTION
In this paper, we present the partition-and-resolve strategy
in SGPLan5 for fully supporting all language features in
PDDL3.0 (Gerevini & Long 2005). By extending the archi-
tecture of SGPLan4 (Chen, Wah, & Hsu 2006) that supports
PDDL2.2 (Edelkamp & Hoffmann 2004), SGPLan5 parti-
tions a large planning problem into subproblems, each with
its own subgoal, and resolves those inconsistent solutions of
subgoals using our extended saddle-point condition.

Inspired by real applications, Smith recently introduced
the over-subscription planning problem (Smith 2004) that
has a number of soft goals with different violation costs. Un-
like PDDL2.2 domains whose goal state is a conjunctive list
of facts, the planning task in an over-subscription planning
problem entails the selection of an appropriate subset of soft
goals when it is infeasible to achieve the entire set of goals.
The idea has been extended in PDDL3.0 in such a way there
are soft constraints over intermediate states.
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To develop a planner that fully supports the PDDL3.0
planning models and to accommodate its new features on
trajectory constraints and goal preferences, we have trans-
formed each planning problem into a multi-valued domain
formulation and have revised our partitioning strategy in
SGPLan4 based on the new representation. We have de-
veloped new search techniques, both at the global and the
subproblem levels, for optimizing goal preferences and for
resolving trajectory and temporal constraints.

DESIGN GOALS
PDDL3.0 extends the previous PDDL2.2 specifications by
introducing several new features: a) simple preferences over
only action preconditions or goals, b) qualitative preferences
that are logical preferences over trajectory constraints, c)
complex constraints that are trajectory constraints with met-
ric time and possibly numeric fluents, and d) complex pref-
erences that are preferences over trajectory constraints with
metric time and possibly numeric fluents. We have devel-
oped new components in SGPLan5 to support these features.

Given a plan π, an initial state I , a sequence of actions
and possibly their schedule, we can derive the trajectory of π
under the domain definition. We can compute for this trajec-
tory its violated constraints, which include mutex constraints
as in PDDL2.2, inconsistent state-variable assignments, and
trajectory constraints introduced in PDDL3.0. The objective
is to satisfy all the hard constraints or goals as well as to
optimize the soft-constraint violations and the plan quality.

SGPLan5 uses a multi-valued domain formulation (MDF)
based on the SAS+ formalism. MDF has been used in
several planners, including Fast Downward (Helmert 2004)
and the IP planner (van den Briel, Vossen, & Kambhampati
2005). Its advantage is that it allows a more compact rep-
resentation of facts and their dependencies. For example, in
the traditional representation of binary facts, the location of
truck1 in the TPP domain is represented in binary facts, such
as at(truck1, location1), . . . , at(truck1, location8). These
facts can be denoted more compactly in MDF by one vari-
able location(truck1) that takes multiple values: location1,
. . . , location8. The MDF variables further allows us to
derive the possible transitions among their values. For in-
stance, location1 −→ location2 represents the connection
between two locations.

Based on the MDF formulation, we can derive causal
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Figure 1: The locality of the constraint-variable structure in the
fifth instance of the TPP-SimplePreferences domain.

dependencies among the variables, where variable a has a
causal dependency on another variable b if a transition in
a has a state requirement on b. For example, in order for
truck1 to move crate from location1 to location2, it has to
be at location1. In this case, the transition for crate has a
causal dependency on the location of truck1.

We have implemented our preprocessing engine for trans-
lating a PDDL3.0 problem into MDF. There are several rea-
sons for using MDF.

a) It provides a more compact representation than a binary-
valued representation and leads to a more effective parti-
tioning of the constraints.

b) MDF facilitates the analysis of the transition graphs of
variables and causal dependencies among the variables.
These can be used to derive a much more accurate heuris-
tic guidance than the previous Metric-FF heuristic.

c) Using the new heuristic function, high-quality approxi-
mate plans can be extracted for efficiently resolving tem-
poral constraints in PDDL3.0 planning problems.

CONSTRAINT LOCALITY
In PDDL2.2 planning, we have shown that constraint parti-
tioning by subgoals leads to localized constraints when we
partition the constraints in such a way that a majority of them
are within a partition. This approach, however, cannot be di-
rectly applied in PDDL3.0 domains because there are some
soft goals that are never present in an optimal solution. Con-
straint locality will also be different when problems are rep-
resented in MDF.

Because it is possible to have inconsistencies among soft
constraints, our previous subgoal partitioning strategy that
aims to satisfy a conjunctive list of conditions on the fi-
nal state cannot be applied directly. To address this issue,
we have extended our partitioning approach. Using multi-
valued domain analysis, we first eliminate a number of mu-
tual exclusions as well as inconsistencies among the soft
constraints. Moreover, we have found that constraint lo-
cality is associated with some state variables with causal
dependencies to other state variables. Conceptually, these
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Figure 2: Architecture of SGPLan5.

variables can be treated as goals because their transitions in-
cur changes on other variables. As a result, we partition the
problem by these variables and formulate global constraints
as those that involve variables across different partitions.

We have evaluated our revised partitioning method
on some IPC5 benchmarks. Figure 1 illustrates the
constraint-variable structure in the fifth instance of the TPP-
SimplePreferences domain that aims to plan the purchase
and storage of five products. In this problem, each vari-
able represents an action and its schedule in the plan, and a
constraint can be an active mutual exclusion, an inconsistent
state variable assignment, or a violated trajectory constraint.
By partitioning those variables that represent the status of
products (five in this instance) into five subproblems, each
involving one product, it is obvious that a majority of the
constraints can be localized. In this form, a global constraint
involves variables that are across two partitions, such as a
constraint on the equality of the quantity of two products.

Note that the difficulty of resolving constraints is domain
dependent, although constraint locality is common in all
IPC5 benchmarks. For instance, all the subproblems in the
OpenStacks domain are trivial to solve, but the major chal-
lenge is to enforce the consistency of its shared variables.

ARCHITECTURE OF SGPLan5

By formulating a subproblem in such a way that each has
one goal state, SGPLan5 partitions a planning problem into
subproblems and finds a feasible plan for each goal fact (Fig-
ure 2). In the global level, it partitions the problem by its
multi-valued state variables and resolves its violated global
constraints using the theory of extended saddle points (Wah
& Chen 2006). In the local level, it calls a basic planner
for solving each partitioned subproblem, using the violated
global constraints and the global preferences as biases.
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Partitioning strategy. We have observed that the remain-
ing constraints have a strong locality if we can first eliminate
those that involve a large number of state variables. From
the causal graph, we can extract those (low-level) state vari-
ables that influence many other state variables. Dependen-
cies due to these variables would cause active mutual exclu-
sions across subproblems, regardless of how the constraints
are partitioned. On the other hand, there are (high-level)
variables whose state transitions involve a set of low-level
variables. Since constraint locality is associated with high-
level state variables, we can formulate constraints that in-
volve variables across partitions as global constraints. Also,
we have chosen an optimal grain size that minimizes the
number of shared variables in order to reduce the number
of global constraints. For example, in the TPP domain,
there will be a lot of active mutual exclusions if we use the
same truck to generate two subplans for buying two prod-
ucts, whereas the number of mutual exclusions will be min-
imal when two trucks are used.

Resolution of global constraints. A planning problem
solved by SGPLan5 is defined in mixed space with a non-
linear objective and one or more constraints. By formulat-
ing a penalty function that consists of the sum of the objec-
tive and the transformed constraint functions weighted by
penalties, SGPLan5 implements a search to find extended
saddle points (ESPs) of the penalty function (Wah & Chen
2006). Here, an ESP is a local minimum of the penalty func-
tion with respect to the original variables and a local max-
imum with respect to the penalties for all penalties larger
than a threshold. The algorithm is based on the ESP con-
dition (ESPC), which states the one-to-one correspondence
between the ESPs and those feasible local optima in mixed
space. To implement the ESPC, the search consists of two
loops: an inner loop that looks for a local minimum of the
penalty function and an outer loop that looks for any penalty
value larger than the threshold. The ESPC also allows the
search of ESPs to be partitioned into multiple searches, each
looking for a local ESP in a subproblem, and an outer loop
that resolves the inconsistencies among the subproblems.

A direct implementation of ESPC in a search algorithm
may get stuck in an infeasible region when the objective is
too small or when the penalty values and/or constraint viola-
tions are too large. To address this issue, SGPLan5 performs
backtracking to escape from infeasible local traps.

Handling local constraints. Since the minimum causal
dependency-cost (MCDC) heuristic can generate a highly
accurate approximate plan from a state, we can use it as
a tight lower bound on the makespan when resolving tem-
poral constraints. For temporal constraints in the form of
deadlines, we prune any state whose MCDC value exceeds
the deadlines. For trajectory constraints, we evaluate the ap-
proximate MCDC plan and add penalty for those that are
violated in the approximate MCDC plan.

Handling preferences. There are three classes of meth-
ods developed for handling soft goals in a planning prob-
lem. The first class solves the problem by encoding it as an
integer program, as in OptiPlan (van den Briel et al. 2004).
The second class first heuristically selects a subset of goals
and then applies an existing planner to achieve them (Ni-
genda & Kambhampati 2005). Last, the third class does not
select a subset of goals upfront but treats soft goals as soft
planning constraints (Benton, Do, & Kambhampati 2005).
It then derives new heuristics and reachability analysis for
each soft goal in order to guide the search to an optimal final
state. The success of these approaches based on heuristic
functions, however, depends on the assumption that either
all the soft goals are independent or their interactions have
been addressed in the heuristic function (Smith 2004).

We have classified all trajectory preferences into two cat-
egories. The first class of preferences consists of those soft
constraints on the final state and the persistent soft con-
straints (model operator always). We consider them with the
original goal definitions because they have temporal over-
laps on the final state. Although it is not easy to find an
optimal set of soft constraints to be satisfied, it is trivial to
compute their violation cost, when given an assignment of
all state variables involved in the goal preferences. There-
fore, we enumerate all reachable elements of each state vari-
able involved and choose an optimal combination of facts
to achieve. These enumerations can be decomposed because
those constraints on the final state also have strong localities.
It is still possible to make an unreachable assignment, even
though the MDF analysis can detect many implicit mutual
exclusions. For those unreachable assignments, we perform
backtracking to find alternative assignments. When the cost
of the assignment (such as a weighted sum of preference vi-
olations and plan quality) is unknown until the end of plan-
ning, we also perform backtracking to find better solutions.

The second class of preferences are those with insuffi-
cient information on their satisfiability. This may happen
because the related soft constraints are not always active. To
address this issue, we have devised a relax-and-tighten strat-
egy that ignores initially all those preferences belonging to
the second class and that penalizes those unsatisfied prefer-
ences to generate a solution. As is done earlier in resolving
constraints, we have developed a number of heuristics for
estimating the reachability of preferences and have applied
iterative refinements until no better solutions can be found.

Note that the penalties on constraints are independent of
the preference weights. For those soft constraints in the first
class, they are enforced by the basic planner because they are
local constraints when we partition by state variables. On
the other hand, we update the penalties of constraints in the
second class based on their violation but not their weights.
Because we rely on changes in penalty values in order to find
a better solution in terms of the plan metrics, our strategy
does not guarantee plan optimality.

Local-Level Basic Planner
Our basic planner follows the heuristic search algorithm
used in Metric-FF (Hoffmann 2003), but employs a new
heuristic based on MDF.



MCDC heuristic planner. Using MDF, we have imple-
mented a new search heuristic by exploring the value tran-
sition graph of each variable and the causal dependencies
between the transition graphs. The general idea is inspired
by and similar to the heuristic used in the Fast Downward
planner (Helmert 2004). However, our MCDC heuristic is
very different from the Fast Downward heuristic in a num-
ber of aspects.

First, our MCDC heuristic employs a complete recursive
depth-first search for generating a heuristic plan with the
minimum cost without pruning the causal graphs. In con-
trast, the Fast Downward heuristic is incomplete since it per-
forms strongly-connected-component analysis and removes
nodes with low connectivity. We have found that our com-
plete recursive search leads to much less node expansions
during planning.

Second, we have developed a set of strong necessary
conditions for pruning infeasible or dominated paths when
searching for the best approximate plan. We have also devel-
oped an algorithm for detecting symmetric objects in a given
state to further reduce the cost of evaluating the MCDC
heuristic. These rules can help reduce the average comput-
ing time of our heuristic by one to two orders of magnitude.

Third, in addition to sequential propositional planning
supported by the Fast Downward heuristic, MCDC supports
parallel temporal planning and can generate estimates of
makespans for temporal plans.

The heuristic plan found by MCDC is approximate be-
cause the transition graphs found are not complete and some
of its actions may not be supported. Moreover, numerical
and trajectory constraints are ignored in MCDC.

MCDC is not admissible because, when computing an ap-
proximate plan, we consider each subgoal individually and
sum the costs of all subgoals in order to estimate the overall
heuristic value. Thus, MCDC ignores the positive interac-
tions among the subgoals and is not admissible.

Search-space reduction. Before solving a partitioned
subproblem, we can often eliminate many irrelevant actions
in its search space. We identify those relevant actions by
traversing the causal graphs in MDF and by ignoring actions
that are not useful for achieving the current subgoal state
variables. We also prioritize actions that do not cause an in-
consistent assignment of multi-valued state variables. This
is done by following our partitioning setting to compute a
set of local state variables for each subproblem, and by ap-
plying the helpful action idea introduced in FF (Hoffmann
& Nebel 2001) in order to defer those actions that change
the value of non-local state variables.

Preliminary Experimental Results
We have defined predicates and functions for capturing the
violation and the corresponding cost of each constraint. We
have modified the parser and the pre-processor of SGPLan4

in such a way that all the constraints are grounded and all
ADL features in their conditions are compiled away. We
have also integrated all the techniques for handling soft con-
straints in the search engine of SGPLan5, both at the top-

level of the search and in the local-level basic planner. At
this time, we have evaluated SGPLan5 on four IPC5 bench-
marks: TPP, OPENSTACKS, TRUCKS, and STORAGE and
have obtained promising results and solutions with good
quality. Further, for the SimplePreferences domain, if the
objective value is only determined by the final state, then
we can compute the optimal assignment of the final state by
only considering those constraints on the final state and by
ignoring all other constraints. Since the solution is the opti-
mal assignment of a relaxed problem, it is an optimal solu-
tion to the original problem when the assignment is actually
achieved.
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